
Embodied Artificial Intelligence: The Story So Far? 
 

Artificial Intelligence (AI) research enjoyed a resurgence of new (and old) philosophies and 

methodologies in the mid to late 1980’s. Key to this resurgence was a rejection of the classic approach 

– a top-down focus on constructing intelligent agents that act on internal symbolic representations of 

their outside environment, in favour of explorations in bottom-up (emergent) architectures that attempt 

to avoid the use of internal representation. Most notable and representative, was the work and criticisms 

of Brooks (1991a, 1991b), who suggested a new paradigm in AI. The Brooks paradigm consisted of 

four characteristics – intelligence should be embodied, should be situated in the real world, is 

determined through its interactions with its environment, and “is in the eye of the observer.” Müller 

(2006) indicates that the Brooks characteristics reduce into two concepts – embodiment and emergence; 

however throughout the literature, these characteristics have drawn further consideration and refinement 

in a broad research area known simply as embodied AI. This paper is structured with: a brief discussion 

of traditional approaches to AI; an exploration of Brooks’ criticisms and his indirect introduction of the 

embodied approach; a discussion on the differing ways in which embodiment can be defined, paying 

homage to the evolving nature of this area of research; followed by further exploration of the 

philosophical underpinnings and some criticisms of current embodied AI that may indicate further 

research directions. 

 

 

1. Traditional AI: History and Criticisms 

 

Coined as Good Old Fashioned Artificial Intelligence (GOFAI) by Haugeland (1985), the traditional 

approach to AI has attempted to tackle the problem through thought and reason (Brooks, 1991a); and 

was arguably influenced by Descartes’ dualism between mind and body (Anderson, 2003).1 Brooks 

(1991a) further argues that GOFAI was the product of technological evolution, both in terms of initial 

limitations rendering the consideration of embodiment foolhardy and later advances supporting an 

illusory belief in GOFAI’s progress.2 At its heart, GOFAI attempts to build AI in a top-down fashion 

by constructing an intelligent agent that houses a complete world model of its environment and acts 

within its environment as a consequence of the manipulation and consideration of that model. This 

approach spawned several avenues of research (that ultimately became separate and distinct); including 

knowledge representation, planning, problem solving and search.3 A recent illustration of the GOFAI 

approach is presented in Anderson (2003) through the consideration of the Cyc knowledge base (a 20-

year project to create a “general purpose common sense reasoner”). Cyc contains a large and formal 

relational base of human knowledge consisting of “facts, rules of thumb, and heuristics” for representing 

the everyday world using a formal language that can facilitate reasoning through searching the relations 

between each item. 

 

Early on, Dreyfus (1972) presented philosophical arguments suggesting that GOFAI was “doomed to 

failure.” He reasoned that GOFAI’s approach to attempting to create AI was fundamentally rooted, 

directly or indirectly, in the philosophy of Hobbes, Descartes, Leibniz and Wittgenstein4 with its focus 

on the notions that reasoning is analogous to calculating, mind is separate from body and consists of 

mental representations, and knowledge can be decomposed into a set of primitive statements and logical 

atoms. Further to this, Dreyfus (1972) suspected that the ideas behind existentialist philosophy, namely 

Heidegger and Merleau-Ponty, suggested that the GOFAI approach would suffer from problems 

                                                
1 Cartesian dualism is a philosophy that mind and body are separate from one another. A strong interpretation of the 

philosophy would argue that mental processes are distinctly separate from the physical world, rendering a true goal of AI 

unachievable (see Dennett 1992 for his Cartesian theatre criticism of such an interpretation). The influence of dualism on 

GOFAI is necessarily weak in form; merely suggesting that embodiment is unnecessary for achieving AI. 
2 Key to his argument is that advances in technology facilitated greater and greater algorithmic search performance and 

this mitigated AI researcher’s motivation to challenge GOFAI. 
3 Brooks (1991a) argues that all of these research areas were essentially problems of search or methods of controlling 

search. 
4 See Dreyfus (2007) for a summary of these arguments. 



associated with establishing relevance and significance from the perspective of a given artificially 

intelligent agent. The problems of relevance and significance did emerge from GOFAI research and 

they are commonly referred to as the frame problem and the symbol grounding problem, respectively.5 

 

Dennett (1987) presents a comprehensive account of the frame problem in action. He imagines a 

scenario where a robot is required to obtain a battery pack from a room (presumably to re-energise 

itself). The battery pack is on a cart in the room and a timed-bomb is also on the cart. The first 

implementation of this robot, he calls it “R1”, formulates a plan to enter the room and retrieve the battery 

pack by pulling the cart out of the room. Unfortunately, although the robot realised the inherent danger 

of the bomb, it did not realise that pulling the cart would bring the bomb out of the room along with the 

battery pack. BOOM! The second implementation of the robot, “R1D1”, was programmed to recognise 

the side-effects associated with its intended actions. It also arrived at the idea of pulling the cart; after 

determining that pulling the cart would not change the colour of the walls within the room it then 

embarked on an evaluation of the implications of wheel revolutions on the cart. BOOM! The robot 

scientists got back to work and developed a third robot that determined the difference between relevant 

and irrelevant implications, “R2D1”. This robot acted similarly to “R1D1”, sitting outside the room, 

and one of the scientists yelled at it “do something!” It replied “I am. I’m busily ignoring... thousands 

of implications determined to be irrelevant.” BOOM! Dreyfus (2007) argues that the frame problem is 

not just a little curiosity that can be swept under the rug or somehow avoided; he suggests that it was an 

indication of a grander problem associated with GOFAI. Dennett (1987) agrees with this sentiment, 

indicating that the frame problem is not just a problem for those in AI, but a deeper problem associated 

with the nature of intelligence in general.6 

 

The symbol grounding problem can be understood by considering Searle’s (1980) “Chinese Room” 

argument in conjunction with Harnad’s (1990) illustration of a symbolically inspired system. Harnad 

(1990) presents a symbolic system as a “set of arbitrary ‘physical tokens’” such as “holes on a tape” or 

events within a computer that are manipulated in conjunction with “explicit rules” that are themselves 

strings of “physical tokens.” These “symbol-tokens” are manipulated through the “explicit rules” based 

purely on their shape and not their inherent meaning – that is, the combining and recombining of 

symbols is simply syntactic in nature and then this syntax is “systematically assigned a meaning,” such 

as a particular object or situation. Harnad (1990) argue that Searle’s (1980) “Chinese Room” argument 

undermines the core assumption of symbolic AI, and thus GOFAI, that if a symbol system generates 

behaviour that is indistinguishable from that of a person (or an entity know to have intelligence - 

specifically intentionality) than it must have a mind. Searle (1980) argues the invalidity of symbolic 

cognition through a demonstration where he receives Chinese symbols and manipulates them in 

accordance to a set of explicit rules based around their shapes (as above) before eliciting his Chinese 

response. Not actually being able to speak Chinese, Searle argues that under these circumstances he is 

not actually developing an understanding of the language, thus how can this be any different for a 

computer? Following from this, he argues that the meanings associated with the symbols are not 

intrinsic to the given symbol system, they are extrinsically applied similarly to any natural language 

consisting of symbols that provided with an extrinsic meaning that is intrinsically derived from the 

meaning within our minds. Harnad (1990) likens the argument to a person learning the Chinese language 

from only a Chinese / Chinese dictionary – they are forever constrained to ride the “symbol / symbol 

merry-go-round.” 

 

These problems opened the door to new research areas of consideration and the development of the 

embodiment path towards developing AI. Vocal to his objection to the themes of GOFAI, the roboticist 

                                                
5 The BDI approach to agency is arguably a GOFAI interpretation of intelligence; with beliefs fulfilling the role of internal 

representation; and falling prey to the problem of relevance, and intentions attempting to answer the issue of significance; 

however (as per a typical BDI execution model (i.e. chapter 4, Wooldridge, 2002) intentions are never truly owned by the 

agent and represent the original designers intentions at some level. 
6 Interestingly, Dreyfus (1972) does not exactly mention the ‘frame problem.’ Dennett (1987) suggests that, he was 

probably unaware of the specifically constructed problem and that it was probably the “smoking-gun” that he was after to 

illustrate his initial criticism of GOFAI. 



Rodney Brooks started developing robots with lower cognitive ambitions; similar to insects, that would 

be more readily able to handle the dynamics of real-world scenarios. Moreover, he promoted (1991a) 

that he was able to escape the frame and symbol grounding problems by developing physical 

architectures that operated in a manner so as to avoid them entirely. 

 

 

2. Rodney Brooks: Situatedness, Embodiment, Intelligence and Emergence 

 

Brooks’ (1991a, 1991b) development of the subsumption architecture was at odds with GOFAI and 

through his initial successes; Brooks (1991a) called for a new paradigm in AI. 

 

Arkin (1998) presents a succinct discussion of the subsumption architecture as being comprised of 

“task-achieving behaviours” that are “represented as separate” layers that “work on goals concurrently 

and asynchronously.” The layers are individual finite state machines that are organised within a 

hierarchy that allows primitive behaviours to run with precedence over more sophisticated behaviours. 

Essential to the architecture is that each layer is connected directly to sensors of the outside environment 

and reacts to changes, the primitive layers have no knowledge of more sophisticated layers, and there 

is no central control mechanism controlling the operations of the layers. According to Dreyfus (2007) 

some of Brooks’ robots had a total of 14 different layers that functioned independently of one another. 

The sensors, also known as sensorimotors, work in a loop where the agent (or component) senses the 

environment, which leads to an action through an actuator which in turn leads to further sensing and 

further actuating. 

 

Brooks (1991a) argued that AI should abandon approaches that involve producing an internal 

representation of the world and that requiring physical connectedness to the outside environment 

presents a method for “grounding regress” and effectively bypassing the frame and symbol grounding 

problems, respectively – situatedness and embodiment. He also argued that AI research should revise 

its concept of intelligence as a property that is determined and expressed through an agent’s interactions 

with its surroundings and that the property of intelligence can emerge out of the interactions of 

individual and decentralised components – intelligence and emergence. Müller (2006) suggests that 

what Brooks is really criticising about GOFAI is that strategically one should pursue AI through the 

development of whole intelligent agents that do not function via internal representations of the world 

and that one should build these agents without any central control – embodiment and emergence.7 It is 

further evident from the evolution of embodied AI since Brooks, that emergence is a necessary 

characteristic of and for embodiment (see Froese and Ziemke (2009), Pfeifer, Iida and Bongard (2005) 

and Pfeifer and Gomez (2005)) and as such this paper considers Brooks’ characteristics under the 

singular banner of embodied AI. 

 

The subsumption architecture was able to achieve more robust and dynamic behaviour (in dynamic 

environments) than traditional robots employing GOFAI inspired architectures. However, Brooks was 

unable to progress much further than designing robots that could walk around, avoid obstacles and fulfil 

simple tasks – such as grabbing soda cans. Several years later he even conceded that “perhaps at this 

point we simply do not get it, and... there is some fundamental change necessary in our thinking in order 

that we might build artificial systems that... [have the] general robustness that we might expect of 

biological systems” (Brooks, 1997). Despite this, his research inspired others to pursue similar lines of 

reasoning that attempted to implement some of the arguments proposed by philosophers such as 

Dreyfus: the embodied AI approach took flight. 

 

                                                
7 It should be noted at this point that the notion that situatedness is not necessarily important to the embodied AI 

movement is tacitly supported by research that focuses on embodiment and embodied cognition; such as Dreyfus (2007) 

and Anderson (2003), and directly by others; including Riegler (2001) and Goertzel (2004). Anderson (2003) distinguishes 

between embodiment and situatedness, however suggests that situatedness is a strong version of embodiment in its 

requirement of physical grounding. 



 

3. Embodiment – the Computer Scientist’s Angle 

 

Riegler (2001) provides a detailed description of what is meant by embodiment, where as Pfeifer, Iida 

and Bongard (2005) define embodiment through a set of “design procedure principles” and “agent 

design principles.” These two approaches to attempting to define what is meant by the term embodiment 

are consistent within the literature and illustrate that embodiment is more a research movement (in the 

process of defining itself) than an exact approach to AI with clear principles and goals.  

 

According to Riegler (2001), defining whether a system can be considered embodied requires that 

system to be structurally coupled with its environment. He explores the notion of structural coupling 

and a definition of embodiment provided by Quick, Dautenhahn, Nehaniv and Roberts (1999) with 

reference to Maturana and Varela’s (1980) system definitions. The criteria that define a “class of 

systems” can be defined as the organisation of that system, where as the actual components of a given 

system that fulfil the criteria of organisation can be considered as the structure of that system. Exerting 

perturbations on a system’s structure does not alter its organisation – the criteria underlying a given 

systems organisation are invariant. With the above in mind, Quick et al. (1999) suggest that a system is 

embodied, and thus structurally coupled to its environment, if some subset of all possible states for the 

environment have the ability to perturb the state of the system and that some subset of all the possible 

states for the system have the ability to perturb the state of the environment. Riegler (2001) further 

establishes this definition of embodiment with reference to some examples in a similar vein to Searle’s 

(1980) “Chinese Room” argument. Clever Hans was a horse that could seemingly do arithmetic by 

tapping the solutions to problems with his hoof on the ground – it was discovered that rather than 

actually having a knowledge of arithmetic, Hans was just responding to the crowds that watched him 

and could accurately determine when to stop tapping his hoof. Riegler (2001) suggests that Hans’ 

tapping indicated that Hans was not embodied with the world of arithmetic; however he was embodied 

in the world of audience cues. In a further example, Feynman (1985) documented activities of “Cargo 

Cults” where South Pacific islander cultures constructed airports and empty technology from bamboo 

and coconuts in a bid to encourage the return of more cargo; after World War II saw western technology 

and cargo arrive to the islands via military planes landing in makeshift airports.8 According to Riegler 

these cultures lacked embodiment (and thus sufficient understanding) with the environment of western 

military technology – they effectively misunderstood the relevance and significance underpinning the 

technology. 

 

Riegler (2001) furthers his definition of embodiment through a discussion of how an embodied 

cognitive architecture should be constructed. He indicates that the architecture should sense its 

environment in terms of its own architecture and thus the agent will derive environmental meaning 

through the meaning inherent in its architecture. With such architecture the agent operates 

independently from its environment and merely requests confirming information from the environment 

as the systems continues with its “ongoing dynamic functioning.” Peschl and Riegler (1999) arrive at 

similar conclusions for embodiment when they suggest that meaning within a system arises through its 

relating of new experiences to the existing network of the system and not to other entities within the 

world. These opinions appear similar to Dreyfus’ (2007) conjecture that embodied AI will only be 

successful in arriving at human level intelligence by constructing agents that contain a sufficiently 

detailed model of a human body (or similarly intentional agent).9  

 

Lastly, Riegler (2001) rejects the contention of Brooks that an agent necessarily needs to be physically 

situated within the world to sufficiently present the necessary characteristics of embodiment. He cites 

Etzioni (1993) in agreement and Quick et al. (1999), who suggest that information retrieval agents that 

                                                
8 These “cargo cults” saw the islander practitioners conduct what could be described as ceremonies where a man would 

wear what looked like headphones (made from coconuts and leaves) in a bamboo constructed control tower and another 

would wave bamboo paddles similar to what is used on an aircraft carrier (see Feyneman, 1985). 
9 These sentiments will be explored in more detail in the next section. 



operate within the environment of the internet should and can be embodied with that environment. 

Furthermore, Riegler (2001) presents the argument that a UNIX environment can potentially present 

one with an environment that is dynamic enough to warrant the development of embodied agents. A 

further suggestion that embodiment need not be “physically grounded” can be found by examining the 

work of Agre and Chapman (1987) with their implementation of “Pengi” – a penguin that Dreyfus 

(2007) argues is as embodied within the environment of the game that it plays, “Pengo”, possibly more 

so than Brooks’ subsumption architecture. 

 

Pfeifer et al. (2005) present a definition of embodiment that is more descriptive in the sense that it 

captures the many lessons that embodied AI research has developed over the years since Brooks’ 

developed the subsumption architecture. Unlike Riegler (2001), they define embodiment as 

quintessentially situated and physically grounded, and as such the definition is largely influenced by 

practical considerations that emerge from constructing physical agents. The definition is composed of 

a collection of principals, which the authors regard as the most appropriate method for defining 

embodied AI specifically due to “the current unfinished status of the field” – “a set of principles is 

flexible and can be dynamically changed and extended.” A set of design procedure principles is 

established first, followed by some practical agent design principles. 

 

 
 

Pfeifer et al. (2005) distinguish the design procedure principles from the agent design principles through 

the observation that the design procedure principles are meant to convey a broad philosophy for 

approaching practical research in embodied AI, where as the agent design principles are concerned with 

the how to in applying the underlying philosophy of the design procedure principles. The first design 

procedure principle, P1, conveys that pursuing an embodied AI approach is typically about building 

models (or agents) first and then learning from the implementation. Froes and Ziemke (2009) suggest 

that the first principle illustrates that the character of embodied AI is one of attempting to understand 

the nature of intelligence, it is a scientific endeavour (and in comparison GOFAI has become more 

engineering focused). P2, emergence, is broader than Brooks’ (1991a) argument for emergence as the 

ID Name

Design Procedure Principles

P1 Synthetic Methodology

P2 Emergence

P3 Diversity-Compliance

P4 Time Perspectives

P5 Frame of Reference

Agent Design Principles

A1 Three constituents

A2 Complete Agent

A3 Parallel, Loosely Coupled

A4 Sensorimotor Coordination

A5 Cheap Design

A6 Redundancy

A7 Ecological Balance

A8 Value

* Adapted from Pfeifer, Iida and Bongard (2005)

Driving forces, developmental mechanisms, self-organisation

Description

Principles of Embodied Artificial Intelligence*

Embodied, autonomous, self-sufficient, situated agents of interest

Parallel, asynchronous, autonomous processes, coupled through interaction with environment

Behaviour coordinated with respect to target; self-generated sensor stimulation

Exploit niche and interaction

Partial overlap of functionality for different processes

Balance complexity with sensorimotor and neural systems

Understand through building - Science v Engineering

Emergence should be employed for increased adaptability

There exists a tradeoff between the use of givens and the generation of behavioural diversity

Three perspectives require consideration: the present, ontogenetic (individual organismic learning), 

phylogenetic (population evolution).

Three aspects to be destinguished: differing perspectives, behaviour v mechanics, degrees of complexity

Environment, tasks, agent itself must all be taken into consideration



authors define it “in the sense of not being preprogrammed.” They further characterise P2 as a “matter 

of degree” in that the further removed the designer is from requiring predefined outcomes from the 

system the higher the degree of emergence and the greater the ability of the system to adapt and exhibit 

flexibility. P2 also illustrates consistency with Riegler’s (2001) definition of embodiment as “systems 

designed for emergence...will automatically exploit the environment to shape the agent’s final structure” 

– the agent and its environment are tightly coupled. The diversity-compliance, P3, principle indicates 

that there is a tradeoff between “exploiting the givens and generating diversity” (Froese and Ziemke, 

2009). Pfeifer et al. (2005) provide the nature of a conversation as an illustration of the issues inherent 

in this principle – in a conversation one must always adhere to the rules of grammar (to facilitate 

understanding with the other party), however diversity must also be generated in the range of sentences 

and responses given as the conversation progresses. P4 refers to the view that an organism, artificial or 

not, acts from within three different time perspectives – the present moment, from the perspective of its 

own continuing development (ontogeny), and from the perspective of evolution of the species to which 

the organism belongs (phylogeny). Pfeifer et al. (2005) express a linkage between P3 and P4 in that if 

behaviours within the context of one time perspective emerge out of another (i.e. present behaviours 

emerging from developmental progress) then “we have a deeper kind of explanation.”10 The last design 

procedure principle, frame of reference (P5), encapsulates P2 and Riegler’s (2001) definition and 

divides embodied AI from GOFAI. Important to P5 is the notion that an embodied AI has its own 

perspective of the world, behaviour is not reducible to the agent’s internal mechanisms; it emerges, and 

that complex behaviour is not necessarily indicative of complex internal mechanics. Pfeifer et al. (2005) 

enforce that an often overlooked characteristic associated with implementing an embodied AI is that its 

behaviour cannot be preprogrammed, it “is always the result of a system-environment interaction.” 

 

Looking at the agent design principles, three constituents (A1) indicates that the design of an embodied 

AI should be done so within the context of its operating environment. In doing this, Pfeifer et al. (2005) 

suggest that the designing of an agent should include a consideration of the environment, the desired 

tasks and behaviours to emerge out of system-environment interaction and then the agent itself.11 Froese 

and Ziemke (2009) argue that A2, complete agent, compliments A1 and that underpinning this principle 

is the notion that a better scientific understanding of intelligence can only be derived from building 

complete agents and observing the agent-environment interaction. Parallel, loosely coupled (A3) refers 

to the physical implementations and engineering considerations required to apply P2. The authors refer 

to “loose coupling” of system components and, synonymous with Brooks (1991a), the rejection of 

central control.12 Agent principle A4 is similar to A3 and refers to the fact that physical coupling with 

the environment is necessarily done so through sensorimotor behaviour. Agent principles A5 through 

A7 present engineering challenges associated with implementing physical agents and do not appear to 

contribute directly to a definition of embodiment; they are similar to many of the arguments presented 

in Brooks (1991a) and broadly suggest that similar approaches to those found in nature are often the 

most applicable. The last agent principle, A8, introduces the concept of providing an agent with a “value 

system” or method for the agent to evaluate feedback from the environment. Froese and Ziemke (2009) 

express that this principle is the most questionable from their point of view. In a sense the value principle 

appears to express that one should directly attempt to codify significance, which appears to contradict 

embodied AI at its core. 

 

It can be seen from the above discussion that a definition for embodied AI is not a simple and direct 

exercise. On the one hand, AI researchers have attempted to define the term through a direct definition 

of system-environment interaction, where as other proceed with a discussion of established principles 

and the characters that the research field has developed. Both approaches offer us an insight into what 

                                                
10 This notion also tends to mirror Riegler’s (2001) environment coupling definition of embodiment in that an agent’s 

ongoing interaction with a changing environment changes the structure of that agent and as such the agent’s present 

interactions can emerge from its past (developmental) actions. 
11 From this principle, Froese and Ziemke (2009) present their argument that “real-world” cognition requires situatedness. 
12 Interestingly, Pfeifer et al. (2005) also use the notion of “loose coupling” to refer to the agent’s involvement with its 

environment, however their explanation of this situation seems to agree with Riegler’s (2001) notion of a system being 

tightly coupled with its environment. 



embodied AI is and how it differs from the GOFAI approach. Through Riegler (2001) we can grab hold 

of a notion that designing and developing embodied AI must come from a radically different perspective 

to that of GOFAI – the environment that an agent operates in is not only important, it is crucial, 

influencing and necessary to the shaping of an agent’s behaviours and ultimately to the emergence of 

the agent’s intelligence. We must think in terms of agent-environment not just agent. The Pfeifer et al. 

(2005) approach to defining embodied AI conveys the same broad perspective, however it provides us 

with a more detailed of what is actually entailed in designing and developing agents that are coupled to 

their environment and attempt to solve the problems of relevance and significance through the rejection 

of internal modelling. Pfeifer et al. (2005) also presents us with an indirect survey of how and where 

the field has progressed since they key arguments brought forward in Brooks (1991a). One key 

observation from comparing Riegler (2001) and Pfeifer et al. (2005) is that embodiment does not 

necessarily mean physicality or situatedness within the real world; virtual world embodiment appears 

conceivable and is even promoted by Riegler (2001). What is not clear is whether an agent that is 

embodied within a virtual world could be transferred successfully to the real world (Pfeifer et al. (2005) 

appear to argue that this would not be possible as they regard agent testing and development to be 

conducted within the agent’s expected operating environment). Dreyfus (2007) argues that existentialist 

philosophy underpins the embodied AI movement. Recognising this, the next section survey’s his 

arguments and the related philosophy in a bid to further our understanding of what it means to be 

embodied. 

 

 

4. Embodiment – the Philosopher’s Angle 

 

Dreyfus (2007) presents that, similar to GOFAI’s relationship with Descartes’ dualism, embodied AI 

finds its roots in Heidegger’s philosophy. Heidegger presented the bulk of his philosophy in his 

celebrated works; Being and Time (1927). An exploration of Heidegger’s philosophy reveals many 

parallels to that of the embodied AI movement; of which these have been the result of both direct and 

indirect applications of Heidegger’s philosophy. For example, Dreyfus (2007) indicates that Brooks 

openly rejected the notion that he had been influenced by a “German philosopher”, where as Agre and 

Chapman (1987) apparently directly attempted to implement Heidegger’s arguments in their “Pengu” 

playing penguin; “Pengi.” Dreyfus (2007) further argues that the answer to progressing embodied AI to 

levels near human intelligence lies in further considering the works of Heidegger and implementing 

agents that account for the ramifications of his philosophy more accurately – “get more Heideggerian.” 

 

Collins and Selina (2006) present a comprehensive account of Heideggerian thought. Heidegger’s 

(1927) central question was - what is “is”? He arrived at this question by considering the fact that few 

people had even considered this to be a question and that no one had sufficiently considered what it 

actually means, thus there was a hole in philosophical thought. Heidegger reconsidered the thoughts of 

preceding philosophers, beginning with Aristotle and his “theory of categories” to arrive at his question 

of “is.” Aristotle argued that the world was comprised of substances and attributes. A substance is “what 

something is in itself, identifiable and separable from other substances” (Collins and Sellina, 2006). An 

attribute is a quality or characteristic that a substance might have and represents all other categories. As 

an example, an umbrella can be considered as a substance and the colour purple, the width and height 

of the umbrella are all potential attributes of the umbrella. According to Heidegger we may also say that 

“the umbrella is”, the umbrella has a category of being that is neither substance nor attribute. Although 

aware of this issue, Aristotle did not sufficiently address it and promoted it as another substance, over 

the years philosophers failed to address the issue. Through an array of analysis and consideration, 

Heidegger arrived at the term Dasein – translated into English it literally means ‘there being’ – to 

describe his notions of what it means to possess being (which he calls being-IN-the-world). Through 

the term dasein, Heidegger argues that being (or consciousness) is comprised of a multitude of modes 

of being. These modes of being refer to the different ways an entity (that possesses being) interacts with 

its environment through time. An entity’s dasein emerges from the interaction of the entity’s different 



modes of being with one another and the environment to which the entity is a part.13 Two of the major 

types of modes of being that Heidegger distinguishes between are the ready-to-hand and the present-at-

hand. Both of these modes of being are about the entity’s relation to other entities within its 

environment. The ready-to-hand contemplates entities that are readily available to the entity and when 

encountered by the entity they are done so as a “solicitation to act” (Dreyfus, 2007). The present-at-

hand experiences entities as “detached contemplation or observation” and they do not have any 

immediate applicability (Collins and Sellina, 2006). Heidegger argued that dasein is primarily derived 

through modes of the ready-to-hand. Put another way, he argued that the world of everyday living and 

interactions with basic objects within the world is the grounding point for being; that contemplations 

and mental representations, theorising and philosophy (the present-at-hand) are secondary to the 

primacy of the ready-to-hand. 

 

It is evident from the above discussion of Heidegger’s philosophy that it shares many parallels with 

Brooks (1991a) arguments, Riegler’s (2001) definition of embodiment as tightly coupled to one’s 

environment and even to the principles that have emerged out of the embodied AI research movement. 

Heidegger directly opposed Descartes’ subject-object model where the mind exists separately from the 

outside world (Collins and Sellina, 2006) and; according to Dreyfus (2007), he suggested that Descartes 

arguments suffer from the problems of relevance and significance. Moreover, he states when describing 

the ready-to-hand: “the peculiarity of what is proximally ready-to-hand is that, in its readiness-to-hand, 

it must, as it were, withdraw in order to be ready-to-hand quite authentically” (Heidegger, 1927) – a 

direct rejection of internal representation. Despite all of this, Brooks and all related research since has 

failed to significantly progress embodied AI beyond Brooks’ “animats” (Dreyfus, 2007). 

 

 

5. Embodiment – A Philosopher’s Criticism 

 

According to Dreyfus (2007), Brooks’ work, and embodied AI in general, has not actually successfully 

solved or avoided the frame problem or the issue of significance. He argues that the core of the problem 

lies in the fact that current robots do not respond to environmental context or changing significance, 

rather they respond reflexively to the fixed features of their environment. By leaving learning as a 

research problem for later consideration (Brooks, 1991a), Dreyfus (2007) argues that the question of 

relevance (particularly in relation to changing relevance) and thus the frame problem is not solved or 

avoided; it is finessed away. He suggests, with reference to Merelau-Ponty’s interpretation of 

Heidegger, that whilst a rejection of internal representation is a likely breakthrough in attaining true 

relevance and significance for an AI; an embodied AI must respond to the stimulus of an environment 

in such a manner that the AI further opens its environment as a world in which its own interests and 

needs are organised for it.14 

 

Agre and Chapman (1987) specifically attempted to apply Heidegger to an agent acting in the virtual 

world; Pengi in the world of Pengu. Dreyfus (2007) indicates that their implementation of Pengi is 

potentially more embodied in nature than other physically embodied robots. A discussion of Pengi and 

the Pengu world reveals an agent that applies much of the defining characteristics outlined by Riegler 

(2001), Pfeifer et al. (2005) and Heidegger (1927). Pengi is a penguin that must move around in a maze 

of ice cubes and diamonds that is also inhabited by bees (Drougal, 1995). Pengi’s objective is to collect 

all the diamonds without being stung by a bee, however, Pengi can also crush bees by pushing ice cubes 

and be crushed by ice cubes that the bees push. Unlike a traditional planner, Agre and Chapman (1987) 

provided Pengi with a set of “indexical-functional entities” (or aspects) which act as descriptions of 

potential situations that the penguin may find itself in. Some of these generic situations included 

                                                
13 Sheehan (1999) indicates that Heidegger himself also referred to his notion of dasein as the “mystery of being” and even 

the “emergence of being.” 
14 According to Heidegger (1927), dasein emerges for a being when it presses into the possibilities within its environment 

in such a manner that it can better “cope” with that environment – it typically does this using ready-to-hand modes of 

being. 



statements such as – the-block-I’m-pushing, the-block-I’m-going-to-kick-at-the-bee-that-is-behind-me 

and I’ve-run-into-the-edge-of-the-screen. Through this approach the agent was able to achieve a level 

of dynamism and speed and the authors argued that this was largely due to the fact that they had avoided 

representation. Moreover, Pengi did not function through a database of its surroundings; it observed the 

localities of its situation through what it was seeing on the screen, Pengi was comprised of a central 

processing system and several peripheral systems; the peripherals were perceptors and actuators, and 

the central system was made-up of simple machinery which the authors attributed to the rejection of 

representation. Dreyfus (2007) and Agre (1997) argue that this approach to building Pengi was a direct 

(and somewhat successful) attempt to implement Heidegger’s ready-to-hand modes of being – in a sense 

the uncovering of local aspects represent a solicitation for Pengi to act in a manner that further enhances 

his / her coping of the environment. Also evident in the implementation of Pengi is the fact that the 

penguin is necessarily tightly coupled with its environment (Riegler, 2001) through the uncovering and 

actioning of aspects and the characteristics of representation rejection and behavioural emergence 

(Brooks, 1991a; Pfeifer et al, 2005; etc.). Dreyfus (2007) concedes, however, that Pengi still does not 

address the problems of relevance and significance. Similar to Brooks (1991a), Pengi does not come 

with a facility for learning (or the ontogeny time perspective (Pfeifer et al, 2005)) and it is programmed 

within a world where all that is relevant is predetermined by the programmer; we again find relevance 

finessed. Further contemplating readiness-to-hand, Dreyfus (2007) presents that when one is engaged 

in the action of using a door one is not “experiencing the door as a door”; one is “pressing into the 

possibility of going out.” Agre and Chapman (1987) did not provide Pengi with a sense of significance 

as they objectified each given aspect and linked it to a given action that would always occur – true 

readiness-to-hand would require Pengi to employ a flexible response that was tailored to the significance 

of the situation. 

 

Dreyfus (2007) derives a potential solution to significance and relevance through a discussion of Walter 

Freeman’s (Heideggerian / Merleau-Pontian inspired) proposal of neurodynamics through the example 

of a rabbit acting and coping within its environment. According to Freeman, when an animal senses a 

need to improve its current situation it progresses along a course of action with regard to its instinct and 

/ or learned skills. This action then results in the animal’s neural connections altering in such a manner 

that they reflect the quality of the resulting experience. Freeman distinguishes this process from a simple 

form of behaviourism by requiring (as observed through experimentation) that connections across the 

rabbit’s entire neural landscape to change as a result of the experience (not just small sections). 

Considering the animal’s brain as a non-linear dynamical system, Freeman suggests that perception sets 

off a chain reaction in which the brain searches for a state of minimum energy which he terms a “basin 

of attraction.” Each basin of attraction is not representative of a given outside object or characteristic; 

rather it represents the sum result of all the animal’s past experiences and is tightly coupled with the 

current situation (say what to do with a carrot). Also rejecting representation, the Freeman model sees 

the basins of attraction as learned significance that the animal has accumulated throughout its life; and 

when the basin is again stimulated it is slightly altered such that the animal learns more about its own 

significance.15 Freeman compares the altering landscape of basins of attraction within the brain to 

weather patterns in the global weather system, suggesting a dynamic and learning process for an 

organism to attain significance (Freeman, 2001). As indicated by Dreyfus (2007), although Freeman’s 

model addresses the issue of significance and changing significance, it does not directly account for the 

frame problem. Dreyfus (2007) proposes that in a sense maybe we all suffer from the frame problem 

and that the frame problem is inherently linked to the issue of significance. When one finds oneself in 

a completely new situation one must learn what is relevant and what is not. Through Freeman’s model 

of dynamically developing significance and tight coupling with the outside world it is evident how 

relevancy can be learned as an organism comes to better understand her situation as a global 

phenomenon presented in the brain and as existence alike.16 Dreyfus (2007) concludes that this 

                                                
15 It should be noted that there are competing basins of attraction and in some manner given situations will enact different 

basins that become more and more significant as they become more and more used and useful. 
16 As an example, COSC1165 involved learning how to summarise the key information outlined in a research paper in an 

efficient manner. As I progressed through the unit I learned more and more what was / is usually relevant and what was 



necessarily illustrates that to construct an AI with intelligence at the human level than an entire model 

of the human body must be provided to that AI such that it can develop significance associated with the 

needs of carrying on its body and continually learn about what is relevant within its coupled 

environment. 

 

Although Dreyfus (2007) may be correct in the observation that achieving AI of the level of human 

intelligence would required one to model an entire human body, Froese Ziemke (2009) propose that this 

approach is not a likely undertaking and may even be undesirable from the point of view of actually 

attaining an understanding of natural intelligence. To this end, they examine a relatively new area of 

cognitive science known as enactivism and arrive at two more design principles that they add to the 

embodied AI principles developed by Pfeifer et al. (2005); they call this Enactive AI (EAI). The design 

principles are intended as goals that researchers should aim towards when reviewing the effectiveness 

of a newly developed system. These principles are outlined as follows: EAI-1 – “the system must be 

capable of generating its own systemic identity at some level of description”; and EAI-2 – “the system 

must have the capacity to actively regulate its ongoing sensorimotor interaction in relation to a viability 

constraint.”  

 

6. Concluding Remarks 

 

This paper explored the development of embodiment as an approach to developing and understanding 

AI. Early approaches, coined as GOFAI, specifically focused on the notion that thought and reason are 

important and that systems exhibiting intelligent behaviour necessarily have internal symbolic models 

of their outside environment that they refer to before making decisions. Inspired indirectly by Cartesian 

dualism and other related philosophic thought; implementations along these lines proved to lack the 

dynamism that naturally intelligent systems exhibit. The major problem with these systems is that they 

encountered the issues of relevance and significance – which later became known as the frame problem 

and the symbol grounding problem, respectively. Through a rejection of symbolic representation and 

an embrace of principles of emergence and embodiment, Rodney Brooks was able to gain a greater level 

of dynamism for situated robots and indirectly spawned the embodied AI research movement. 

Embodied AI has many definitions, largely to the unfinished nature of the discipline, but can be loosely 

defined as an approach that embraces the notion that a given system is embodied if it is tightly coupled 

to its outside environment and the outside environment is in turn tightly coupled to the system. At its 

heart, embodied AI has become (both directly and indirectly) a practical research effort to implement 

Martin Heidegger’s philosophy of being. It has been argued, and received by much of the research 

community, that the answer to progressing embodied AI beyond the level of Brooksian “animats” is 

through a more direct and inclusive implementation of Heidegger. 

  

                                                

not so relevant such that I could read a paper more efficiently each time. It seems appropriate to view my brain operating 

similarly as Freeman describes as I can see how the skills I have developed can be applied to other areas of my life – I am 

more than likely more adept at reading research papers from disciplines outside of computer science – thus in one sense or 

another my whole brain has altered through undertaking the unit. 
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