
This document describes a tool comprised of a dynamic visual interface for navigating 

through related concepts that are visually represented; an underlying methodology for 
extracting relationships between concepts referenced in a main data structure and a 
methodology for delivering related concepts (to a singular and / or compound concept) to 

an interface. 
 
 
The Interface 
 
The visual interface provides a user experience for browsing through different concepts 
that are related to one another in order to uncover new concepts that the user may find 

useful, relevant or interesting. The interface encourages a user to browse through new 
content via associations or conceptual links as opposed to direct keyword search or 
predetermined directories. The user starts the process with a concept that they are familiar 
with and would like to find other concepts that are related in some way.1 This first concept 
is visually represented in the central region of the interface and the tool returns visual 

representations of related concepts surrounding the central initial concept. After evaluating 

the related concepts the user can choose to interact2 with one or more of the related 
concepts and / or navigate to new concepts via the related concepts or the initial concept.  
 
If the user chooses to click on the visual representation of a related concept then that 
concept is moved to the central location of the visual interface and the tool returns new 
alternate concepts surrounding the concept that the user clicked on. 
 

If the user chooses to drag the visual representation of a related concept into the central 
location of the visual interface then the tool returns new alternate concepts that are 
related to both the initial concept and the new concept dragged into the central location. 
 
If the user chooses to click on the initial concept within the central location then the tool 
returns more concepts related to the initial concept. 

 

Diagram 1 illustrates the user functionality of the interface. 

                                                
1 The user may introduce a new concept to the interface through a number of means. Examples 

include; a keyword search of an existing database, selection of an initial concept from a directory or 
broad range of initial suggestions, a redirection from a separate location containing an initial concept. 
2 An interaction may be (but not limited to) clicking on a link to a website of interest, 

purchasing an item, inspecting the contents of an item (such as a book), playing a video, piece 
of music or sound bite, saving an item or application for later inspection, adding an item to a 
shopping cart or similar. 



Diagram 1 
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The interface – A Worked Example 

 
Assume the user is using the tool to investigate a database of movies in order to make a 
selection of a movie to watch or buy. The user knows that he / she is interested in a film 

similar to “The Godfather” and presents it to the tool. A visual representation of “The 
Godfather” is stored in the central location of the interface and the tool returns visual 
representations of related films surrounding the central location. See Figure 1. 
 
Each visual representation includes methods for interacting with the film it represents. 
These methods may be (but not limited to) links for zooming in on the visual 
representation of the film, reading a blurb on the film, going to a website for the film, 

purchasing the film, watching the film and / or saving the film for later interaction. 
 
Whether or not the user interacts in any way with one of the films surrounding the central 
location, he / she has a number of options for navigating to a new set of related films that 
he / she may find interesting: 

 

1. Say the user decides that he / she is now interested to see films similar to one of 
the related films surrounding the central location. If the user points to and clicks 
on one of these surrounding films then the tool moves that film to the central 
location and returns new related films surrounding the central location. Figure 2 
illustrates the situation where the user has decided to view films related to “The 
Deer Hunter.” 

 

2. Alternatively, the user may not wish to explore any of the related films. In this 
case the user can point and click in the central location; and the tool returns a new 
set of related films to the area surrounding the central location. See Figure 3. 

 
3. Lastly, the user may be interested in finding films that are jointly related to the 

film residing in the central location and one or more of the related films in the area 

surrounding the central location. Compound relationships can be explored by the 

user if he / she clicks on one of the related films surrounding the central location 
and drags it into the central location. The tool now presents visual representations 
of both the original film and the film dragged into the central location; furthermore 
it returns visual representations of films that are jointly related to the two films in 
the central location to the space surrounding the central location. See Figure 4. 

 

 
From this point on the user can repeat any of the above navigation options (as well as 
discarding a concept from a compound concept in the central region) to find and explore 
different movie titles.



Figure 1 
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Figure 2 – After user clicks on the “Deer Hunter” in Figure 1 
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Figure 3 – After the user clicks in the central location (to uncover more related films) 
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Figure 4 – After the user drags “The Deer Hunter” into the central location 
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The Methodology for Constructing Relationships 

 
Numerically represented relationships between concepts are maintained within a main data 
structure and are updated through the user’s interaction with the interface. The aggregate 

result of all prior user interactions are used to return related concepts for subsequent use 
of the interface. 
 
The main Data Structure 
The main data structure can be specified in numerous forms.3  
 
Child data structures (child a) for each concept tracked within the main data structure are 

required. Key data must be contained within each child a: 
 

• Storage of (or a reference to) the visual representation for the concept 
• A child data structure (child b) for each relationship to another concept 
• Within each child b the following data must be specified: 

o A numerical value (or additional child data structure) to rate (the rating) 

the relationship between the child b concept and the child a concept. 
o A reference to (or method for accessing) the child a version of the child b 

concept. 
• A reference or relevant data structure for dealing with a user interaction 
• Optional data may include a blurb to describe to concept and / or additional 

descriptive material and keywords 
 

The main data structure may also contain data and methods for evaluating the global 
properties of data contained within the children.  
 

                                                
3 See diagram 2 for a broad illustration of the required components of the main data structure. 
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Constructing Relationships through Aggregate Updating of the rating 

Each time a user navigates between (and / or interacts with) concepts on the interface; 
information is communicated to the main data structure. The information includes (but is 
not limited to) where and how the user has chosen to navigate from the concept(s) in the 

central region to a new concept or combination of concepts; and which concepts the user 
has interacted with. The information communicated to the main data structure is 
translated into operations that increase and / or decrease the value of the ratings 
associated with the concepts on the interface at the time the user navigates and / or 
interacts. 
 
One incantation of the ratings could have them restricted to values between 0 and 1; and 

updated through user navigation and interaction accordingly. This is useful for constructing 
ratings for compound concepts – by multiplying all of the child b ratings for one component 
concept against all of the corresponding child b ratings for the next component concept; 
and so on until all component concepts are accounted for. It should be noted, however, 
that any numbering system could be applied to the ratings with appropriate adjustments 

for dealing with compound relationships. 

 
The Operations 
Assuming one type of concept interaction per visually represented concept on the 
interface, there are 5 broad types of operation that could occur as a result of a user 
navigation and / or interaction: 
 

• Simple Navigation (as per navigation from Figure 1 to Figure 2) – the operation 

may consist of two actions (both, one or the other may be applied): 
1. The rating between the concept in the central region and the concept 

that the user navigated to is increased 
2. The ratings between the concept in the central region and the concepts 

surrounding the central region that the user did not navigate to are 
decreased 

• Compounding Navigation (as per navigation from Figure 1 to Figure 4) – the 

operation may consist of two actions (both, one or the other may be applied): 
1. The rating between the concept in the central region and the concept 

that the user dragged into the central region is increased 
2. The ratings between the concept in the central region and the concepts 

surrounding the central region that the user did not navigate to are 
decreased 

• Concept Interaction (when a user interacts with a concept surrounding the central 
region) – the operation may consist of two actions (both, one or the other may be 
applied): 

1. The rating between the concept in the central region and the concept 
that the user interacted with is increased 

2. The ratings between the concept in the central region and the concepts 
surrounding the central region that the user did not interact with are 

decreased 

• The user rejects all related concepts surrounding the central region by clicking on 
the central region – the operation may consist of one action: 

1. The ratings between the concept in the central region and all of the 
concepts surrounding the central region are decreased 

• De-compounding navigation (where the user throws away one of the concepts 
within the central region) – the operation may consist of two actions (both, one or 

the other may be applied): 
1. The rating(s) between the discarded concept and the remaining 

concept(s) within the central region are decreased 
2. The ratings between the discarded concept and the related concepts 

surrounding the central region are decreased 
 

It should be noted that whilst the above operations have described increasing (decreasing) 
the ratings as a way of signifying a stronger (weaker) relationship between two concepts, 
the opposite convention could also be applied. 

 
 
 



The Methodology for Delivering Related Concepts to the Interface 

 
At a basic level, when a user navigates to a new concept or compound concept, the 
concepts returned to the space surrounding the central region should be those that are 

considered most related in terms of the value of their rating. However, returning related 
concepts presents a number of issues when considering the inherent use of the information 
presented by the interface. This introduces some complications that need to be accounted 
for; before related concepts are returned to the interface or alternatively during the 
updating process. Some of the broad issues include: 
 

• The problem of lock-in – If merely the related concepts with the highest rating are 

returned to the interface when a given concept is introduced to the central region 
then there is a chance that the same conceptual links continue to be reinforced as 
the most related ones and the user is less likely to uncover new concepts. 

• The problem of initial ratings – when a new concept is added it may not have any 
definitive ratings to other concepts within the main data structure. 

• The problem of genericism – the more related one concept becomes to all other 

concepts, the less relevant it is likely to be to a user who is searching for new 
concepts. 

• The problem of duplicates – what happens if one visual representation represents 
the same (or virtually the same) concept as another visual representation? 

 
 
The Problem of Lock-In 

The problem of lock-in is associated with consistently returning the most related concepts 
to the interface. New material will never have a chance of appearing on the interface 
where it reaches human consideration. Likewise, potential evolution of conceptual 
relationships is hindered by the bias of the most related concepts receiving pre-eminence. 
This issue points to the need of a type of randomness engine that sits between the the 
ratings returned by the main data structure and the concepts delivered to the interface. 

With this design, the ratings do not just represent the strength of the relationship between 

two concepts, they are also probabilities (or biases in the randomising process) that the 
concept will appear on the interface when its counterpart is navigated to the central 
location. Most of the time the most related concepts will be delivered to the interface; 
however the act of randomising introduces the chance that loosely related concepts get the 
opportunity to appear on the interface. If a loosely related concept appears on the 
interface and is successful in enticing a user to interact with or navigate to it then it has a 

chance of becoming a more closely related concept. This process also allows other 
previously related concepts to be pushed out of consideration on the interface should their 
conceptual links become dated and / or decreasingly relevant.  
 
The Problem of Initial Ratings 
The problem of initial ratings is partially managed via a method for indirectly updating the 
rating between potentially related concepts; called Inheritance. When one of the 

operations outlined in the previous section is applied, inheritance can be applied to the 

ratings of other concepts related to those concepts involved directly in the operation. 
Taking a Simple Navigation as an example, after the direct ratings between the concept in 
the central location and the one navigated to; are increased, the ratings between all 
concepts related to the concept in the central location and the concepts related to the 
navigated concept can be jointly increased. The same procedure can be applied to the 
ratings of concepts that were updated in the initial inheritance operation and so on.4 This 

process has the side effect of increasing the ratings of marginally related concepts and 
giving them a chance to appear on the interface for direct consideration by users – a 
concept may eventually be deemed related to one or more concepts when given a chance 
on the interface; or its failure to result in interaction or navigation may see the concept 
return to obscurity once again. Giving a newly added concept some small initial ratings to 
all or some of the concepts already represented in the main data structure will eventually 

see them reach the interface via the effects of inheritance. 
 
 

                                                
4 It seems necessary that each level of inheritance increases (decreases) ratings at a finer magnitude 

than the last level. 



The second partial solution to the problem of initial ratings is the use, once again, of the 

randomness engine. This process helps concepts with small initial ratings reach the 
interface for human consideration.  Alternatively, newly added concepts may be tagged 
specifically within the main data structure and they may be further biased for interface 

selection during the randomisation process. 
 
The Problem of Genericism 
Genericism is potentially a large problem in relation to the usability of the interface. If the 
same concepts keep becoming related to other concepts then they will continue to show up 
on the interface and the user will be swamped by the same concepts.5 This is likely to 
irritate a user. The problem can also be managed via the introduction of a randomising 

process combined with a method for identifying concepts that have become generic. A 
method for identifying concepts approaching genericism is to track the total ratings 
associated with one concept’s relationship to all other concepts within the main data 
structure – the higher the total ratings the higher the level of genericism. Concepts with a 
relatively high genericism score can then be negatively biased within the randomising 

process. 

 
The Problem of Duplicates 
Duplicates occur in a situation where two or more visual representations represent the 
same concept. They may also occur in situations where two or more visual representations 
are considered virtually the same by users of the interface. An example of such a situation 
may be the relationship between ‘The Godfather’ and ‘The Godfather Part 2.’ When a user 
looks for movies that are similar to either of these he / she will often be aware of the other 

movie’s existence and thus may be less likely to interact with or navigate to the 
corresponding movie.  
 
Both actual and virtual duplicates should yield similar patterns in the ratings they each 
have with corresponding concepts. Firstly, the rating between the two duplicates should be 
relatively weak, reflecting aggregate user rejection of the concepts yielding material 

difference between one another. Secondly, the ratings that each concept has to other 

concepts should be quantitatively similar, reflecting the fact that a users who navigate to 
one of the concepts are essentially looking for the same type of content as users who 
navigate to the other concept. It is only when these two conditions are met that a 
duplicate can be considered to have occurred. Should the first condition not be met then 
this is indicative that users are interested in the relationship between the two concepts. 
Should the second condition not be met then this is indicative that each concept is either 

unrelated or virtually unrelated.6 
 
Having duplicate (and even virtually duplicate) concepts appear in the interface is likely to 
be an irritating experience for the user. For this reason, the least useful duplicates need to 
be weeded out. A way to do this is to track potentially duplicate concepts within the main 
data structure and to positively bias one of these within the randomising process.7  
 

 

Commercial Application Examples and Details 
 
Books, Movies, Music, Apps and other Purchasable (Interactive) Media 
The example above detailed use of the tool as a browser for movies. This same concept 
can be extended to any media product that is characterised as a distinct item. Further 
examples include, but would not be limited to, books, music, apps, computer games, 

images, video footage and animations. 
 
Different types of media have their own idiosyncrasies and a tool geared towards individual 
types (and differing combinations) of media can take this into account.  

                                                
5 A good example of this would be a version of the tool for exploring new websites – it may be found 

that www.google.com starts to become related to everything. 
6 An example of virtually unrelated concepts may again be ‘The Godfather’ and ‘The God Father Part 

2.’ It may be that when users navigate to ‘The Godfather’ they are look for successful films of the 
1970’s, however when they navigate to ‘The Godfather Part 2’ they tend to be looking for other 

successful sequels or films that Rebert De Niro appeared in. 
7 It seems the one to be biased should be the one that tends to possess the highest total ratings for 

all of the concepts that it has ratings for. 

http://www.google.com/


 

Music is a particularly interesting example as it consists of different distinct levels of 
interest. On one level users may be interested in exploring new individual songs and on 
another level they may be interested in exploring albums, compilations and soundtracks. 

There are three broad solutions to this issue: 
 

• Have two separate tools – one for songs, the other for albums 
• Treat songs and albums as separate items that are potentially relatable to one 

another 
• Allow for hierarchy in the tool – the user can use the interface to browse for songs 

(albums) and a option is provided whereby the use can alter the hierarchical level 

such that they can start browsing for albums (songs). 
 
The third solution seems to be the more elegant8 and leads to several implications that are 
best explored through an example. Let’s say a user starts exploring different songs and 
presents a song to the interface – A Day in the Life by The Beatles (See Figure 5). 

 

At this point the user has all of the same options as in the previous example. He / she is 
able to interact with all or none of the suggestions surrounding the central region and also 
has the following navigation options: 
 

1. Navigate to new songs by clicking on one of the songs surrounding the central 
region – the new song will now appear in the central region and related songs will 
be presented to the surrounding area. 

2. Reject all of the song suggestions by clicking on the central region – new related 
songs to the original will be presented to the surrounding area. 

3. Find songs that are jointly related to ‘A Day in the Life’ and others in the 
surrounding area by dragging one or more songs to the central region – all songs 
dragged into the central region will be visually represented within the central 
region and new related songs will be presented to the surrounding area. 

 

Furthermore, the user now has another navigation option: 
 

4. By double-clicking on the central region the user can elect to move up the 
hierarchy – in this case the user will be notifying the tool that he / she wishes to 
explore related albums.9 

 

Assuming the user elects to now explore related albums, he / she is presented with new 
material within the interface – see Figure 6. The user can now navigate and interact 
through albums in the same manner that he / was navigating and interacting with 
individual songs. 
 
The Main Data Structure – Adapted for Hierarchy 
 

Diagram 3 illustrates the broad features of an adapted main data structure fit for 

containing the ratings associated with albums and individual songs within a hierarchy. It 
can be seen from observing this diagram that hierarchies of more than 2 levels are 
possible by extending the main data structure in the same manner used to extend the data 
structure from diagram 2 to the data structure in diagram 3.10  
 
It should be noted that the superscript m in the data structure is not necessarily equal to 

the superscript n – m is limited by the number of objects contained within the object on 

                                                
8 Moreover the third solution maintains the same essential features of the first solution and it may 

also allow for the additional implementation of the second solution; should it be desirable. 
9 It should also be noted that tools with multiple hierarchies may be constructed, in which case a user 
interaction for moving up as well as down the hierarchy needs to be provided – one simple example 
may be double-clicking in the central region to move down the hierarchy and double clicking in the 
surrounding area to move up the hierarchy. 
10 Further hierarchies within the music application may be developed by including Artists as a level 
above Albums – in this example every individual song must be attributed to one or more albums and 
every album must be attributed to one or more artists (at the time of initial introduction to the 
application). 



the next hierarchical level above, using the example above this would be the songs 

contained within a particular album. 



 

Figure 5 – A user presents ‘A Day in the Life’ to the interface. 
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Additional Operations – When Hierarchy is Included 

 
The introduction of hierarchies leads to the potential for two additional operations: 

 

1. Navigate up the hierarchy – the ratings between the (lower hierarchical 
level) concept(s) in the central region and the (lower hierarchical level) 
concepts in the surrounding area are decreased. 

2. Navigate down the hierarchy – the ratings between the (higher 
hierarchical level) concept(s) in the central region and the (higher 
hierarchical level) concepts in the surrounding area are decreased. 

 

The music example and the diagram for the adapted main data structure do not result in 
operations whereby a movement up or down the hierarchy alters or creates new ratings 
between individual songs and albums. Another incantation may allow for this within the 
data structure such that each child a data structure contains additional children for ratings 
to each song within the population of songs. If this is implemented then the two additional 

operations may include one or both of the steps outlined below: 

 
3. Navigate up the hierarchy - the ratings between the (lower hierarchical 

level) concept(s) in the central region and the (lower hierarchical level) 
concepts in the surrounding area are decreased and the ratings 
between the (lower hierarchical level) concept(s) in the central region 
and the returned (higher hierarchical level) concepts are increased. 

4. Navigate down the hierarchy - the ratings between the (higher 

hierarchical level) concept(s) in the central region and the (higher 
hierarchical level) concepts in the surrounding area are decreased and 
the ratings between the (higher hierarchical level) concept(s) in the 
central region and the returned (lower hierarchical level) concepts are 
increased. 

 

 

A Note on Some of the Problems Inherent in the Music Example 
 
The same problems that arise from the basis of the movies example are also evident in the 
music example. As suggested earlier, many of these problems can be handled through the 
inclusion of a randomisation engine between the main data structure and the results 
returned to the interface. 

 
Of particular note is the need to identify duplicates and virtual duplicates when we include 
a hierarchical component to the interface and main data structure. Returning to the music 
example, it is evident that as each individual song must be attributable to an album and 
each album contains individual songs it is definitive that duplicate songs will be 
represented within the main data structure. The approach of identifying duplicates and 
favouring one in the randomisation process stands as a reasonable solution. 

 

An additional problem also emerges from this example, the problem of hierarchical links. 
When a new hierarchical level is navigated to new concepts should be relevant to the 
concept(s) that were residing in the central region at the time of the hierarchical 
navigation. 
 
When moving up the hierarchy it makes sense to return the parent concept to the central 

region. The additional higher level concepts around the surrounding area may be favoured 
in the randomising process via their ratings to the parent central region concept and the 
ratings between their child concepts and the child concepts of the central region parent. 
When moving down the hierarchy, the concept(s) in the central region may be all, some or 
one of the child concepts from the parent(s) that was (were) in the central region at the 
time of the hierarchical navigation.  Furthermore, the child concepts within the surrounding 

area could be derived from a combination of the ratings from the new child concept(s) in 
the central region and the ratings of parent concepts prior to the hierarchical navigation. 
Identifying generic and / or duplicate children is again likely to be necessary and in some 

incantations they each may be used or excluded.



Diagram 3 
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Figure 6 – The User Navigates from Exploring Songs to Exploring Albums 
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Restaurants, Hotels and other Service Applications 

The interface may also form the basis of useful commercial applications geared towards 
finding services similar to other services.  
 

A vanilla example of this may be a restaurant locator. The user presents the interface with 
a restaurant that he / she likes to eat in and the interface returns a collection of 
restaurants that may be similar to that restaurant. With this type of application the user 
will be able to browse through other restaurants based on similar cuisines, location, price, 
customer ratings or some other attribute that may not be readily apparent. As with the 
movie and music examples, the tool is likely to assist the user in discovering new 
restaurants that he / she may never have happened across via search. 

 
A more interesting application within this category could be described as an integrated 
travel planner. Using the basis of the interface, the main data structure and also the 
concept of hierarchies a travel planner may be developed to help a user plan, as example 
an overseas trip. In this application the central region can also double as a cumulative 

itinerary that the user builds as he / she navigates through the interface. There may be 

options to view this itinerary as a chronological list or even on a map within the central 
region.  
 
Let’s say the user is interested in planning a trip to Italy. 
 
The user presents the interface with the concept of Italy. The tool returns other potential 
destination countries as per Figure 7. At this point the user has all of the option available 

to them that they had with the standard movies example. Compounding two countries 
would constitute a desire to build a travel plan involving multiple countries. 
 
Confirming their desire to travel to Italy, the user navigates down the hierarchy by double 
clicking on the central region (or on the surrounding area). The tool returns potential 
destinations within Italy as per Figure 8.11 Once again the user has all of the standard 

navigation options available. The tool has defaulted to Rome as the initial destination (it 

may be deemed the most generic destination within Italy) and presents other potentially 
desirable destinations within Italy. At this point the user may combine destinations and 
work out their broad plan before descending down the hierarchy and choosing 
accommodation and activities or he / she can populate a travel itinerary one destination at 
a time.  
 

Assume the user chooses to explore a single destination at a time and decides to start in 
Rome. The user once again descends down the hierarchy to choose accommodation and is 
presented with the interface state in Figure 9. The user may wish to stay more than one 
place in Rome, so he / she decides to stay in the default suggestion in the central region 
and Hotel Raphael by dragging Hotel Raphael into the central region. New hotel 
suggestions are now offered to the surrounding area of the interface that are jointly 
related to the two hotels the user has already chosen – in this example (Figure 10) the 

interface has determined that the user is after 5-star accommodation. 

 
Now the user wishes to view activities to do in Rome, so he / she once again navigates 
down the hierarchy and sees the interface in Figure 11.12 The user decides upon some 
activities as can be seen in Figure 12 and (based on the returned activities to the 
surrounding area) the interface infers that he / she is predominantly interested in 
exploring ancient ruins and religious iconography. 

 
At this point the user decides that he / she is completed with planning the Rome portion of 
the trip.13 The user can now ascend up the hierarchy in the conventional manner to select 
the next destination from Rome or, alternatively, the user may wish to view the itinerary 
and select a hierarchical level via its interface – an example of this interface is presented 
in Figure 13.

                                                
11 It seems most relevant for the tool to return the most generic Italian destination for the central 

region, with other related destinations surrounding the central region. 
12 Note that in this situation the movement in the main data structure is more of a side step as the 

activities are things to do in Rome, not a subset of activities associated with the hotel(s). 
13 In an extension to this example the user may again descend down the hierarchy and choose 

restaurants that he / she is interested in eating at whilst in Rome. 



Figure 7 – The user presents Italy to the interface of the travel planner 
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Figure 8 – The user has navigated down the hierarchy and is now presented with potential 

destinations within Italy. 
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Figure 9 – Accommodation in Rome 

 

 
 

showItinerary showMap

Palm Gallery Babuino 181 Portrait Suites

Hotel

Fiori

Artemide Hotel Deko Rome Suite Dreams

Hotel

Residenza Cellini Albergo del Senato Hotel Campo De'



Figure 10 – The User decides to stay in two hotels in Rome and the interface continues to 

offer suggestion to the surrounding area 
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Figure 11 – The user descends down the hierarchy to select activities to do in Rome 
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Figure 12 – The user decides on some activities to undertake whilst in Rome 
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Each level of the Itinerary is a link and the user can use it to revisit a particular level in the 
hierarchy. By clicking on Rome the user will now be presented with destinations that are 
relevant to Rome – i.e. they are near one another, have similar sites or for other reasons 

(via the aggregate interactions and navigations of users who previously planned trips 
which included Rome). Looking back to figure 8 presents the interface once the user has 
elected to return to the hierarchical level of destinations within Italy via selecting Rome in 
the itinerary. 
 
Now the user can select another destination within Italy to visit to and fill out the details of 
their trip in the same manner as was described for Rome. Alternatively, the user can view 

his / her itinerary as it appears on a map.14 Figure 14 presents such an interface where the 
user has decided to visit both Rome and Florence. 
 
 
The Main Data Structure and Additional Operations 

 

The only extension to the main data structure within this example is the expanded use of 
hierarchies. Continued nesting of children (as per Diagram 3) is required when a new 
hierarchy is added to the application. Any additional operations beyond those outlined 
within the music example are generally unrelated to the main data structure.  
 
 
Additional Problems and Considerations 

 
The main issues associated with extending the tool for an integrated travel planner are all 
associated with setting defaults in terms of how new material is presented on the 
surrounding area as the user navigates through options on the interface. If a user decides 
to plan his / her trip in a top down manner – i.e. the user first selects all of the countries 
that he / she wishes to visit before descending down the hierarchy to map out the 

destinations in individual countries and so on – then it is most likely convoluted to mix 

child concepts at lower hierarchical levels. A more useful implementation likely involves 
defaulting to a single parent concept. 
 
Taking the original example, assume the user decides to pick Rome as the starting point 
and then drags Florence into the central region to map out their trip, before descending 
down the hierarchy. It makes sense to default to hotels in Rome and somehow alert the 

user to this fact. That way the user knows that he / she must at some point browse 
through hotels in Florence and then activities etc. 
 

                                                
14 Such a map is likely to also include interactive functions. 



Figure 13 – The user views the Itinerary 
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Figure 14 – The user plans a trip involving both Rome and Florence and then activates the 

showMap feature. 
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Online Grocery Shopping 

Another interesting adaptation of the tool is as a dynamic shelf where a user can fill a 
shopping cart of items. This type of application is most readily applied to grocery shopping 
as it has the potential to allow a user to navigate seamlessly through a variety of goods in 

a manner that is more akin to the way in which people think than simple lists and / or 
physical aisles. The hierarchical extension is also necessary for this type of application. 
 
The most efficient use of the interface is to allow the central region to double as a 
shopping cart. The user drags items into the central region and the surrounding area 
continues to suggest new items that the user may wish to purchase based on either 
relationships to the entire contents of the shopping cart or the last item dragged into it; or 

a combination of both. An interesting implication for this application is that it may infer 
(via the aggregate actions of past users) a higher level concept of what the user wants and 
offer up items that help the user to complete or achieve that concept. An example of this is 
where a user selects eggs, butter and icing sugar – the tool infers that the user is 
intending to make a cake and offer additional ingredients such as flour, almond meal and 

cooking chocolate. We can see this more readily with an example. 

 
Let’s say the user initiates the interface with bread. Figure 15 shows the interface 
returning other staples that the user may be interested in. For this application it seems 
important to grant the user specific control of when the suggestion engine runs. 
Specifically, let’s say the user drags some items into the cart; eggs, butter, coffee – rather 
than refreshing the items in the surrounding area after one has been dragged into the 
central region, the tool may just replace the items dragged into the central region with 

others in the previous run that had just missed out on a place on the interface or with new 
ones that are related to the combined contents of the shopping cart. This way the user 
doesn’t miss out on a chance to add an item to his / her shopping cart. Further to this, if 
the user’s opportunities stagnate, then he / she can click in the central region to tell the 
tool to populate the surrounding area with new potential items. See Figure 16 where the 
user has added items to the cart and only those items have been replaced. We can also 

see that the tool is starting to infer that the user may be after breakfast items; offering up 

orange juice, bacon and baked beans. 
 
Notice the user is using the dynamic shelf at a conceptual level. We can use the 
hierarchical extension to enable the user to specify specific products. The user could 
choose to descend down the hierarchy at any time (see Figure 17), or at checkout the tool 
may prompt the user to select the specifics of what they want. If the user is in a rush 

there may be an option to allow the tool to select the most generic (popular) individual 
product for them. Likewise, at checkout the tool could default to the most generic quantity 
of a particular item – for instance, people may tend to buy a single loaf of bread at a time, 
but when they want potatoes they may tend to purchase five. 
 
 



Figure 15 – the user presents bread to the dynamic shelf interface and it returns other 

staples to the surrounding area. 
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Figure 16 – the user adds more staples to his / her shopping cart and they are replaced 

with additional items related to the cart to the surrounding area. 
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Figure 17 – the user descends down the hierarchy and the tool defaults to showing 

products for the last selection (coffee). In this example, the other products in the shopping 
cart have defaulted to the most generic brands – the user can change these by selecting a 
particular item and the tool returns brand options to the surrounding area. 

 

 

Item Type Qty Amt Price

Bread Mighty Soft White 1 Loaf $4.00

Eggs Sunny Queen Farms 1 Dozen $8.00

Butter Western Star 1 Stick $2.80

Coffee Lavazza Espresso 1 250gm $8.50

checkOut

Vittoria Beans Nespresso Nescafe Freeze 

Dried

Lavazza LightLavazza Dark

Grinders Espresso Grinders Crème Vittoria Espresso



Adaptations of the Interface to Devices with Small Screens (Tablets, iPhones etc) 

At this point it is relevant to introduce some of the challenges involved in applying the 
interface to smaller screens on tablets and smartphones. The dynamic and visual nature of 
the tool makes it an ideal application for these devices and it may be readily applied on 

them to a multitude of tasks (including all the previous examples and the ones to follow). 
Furthermore, all of the point / click / and drag gestures discussed in previous examples 
can be applied to touch screen gestures. 
 
The main issue is that of screen size. As the tool is essentially visual in nature, it is 
necessary that the representations can be seen and manipulated without limitation. The 
ideal solution to this problem is to reduce the size of the central region and provide the 

surrounding area with more real estate on the device’s screen. Likewise, the user needs to 
be able to manipulate visual representations on the central region, so the central region 
needs to have a zoom function whereby it can utilise the entire screen when the user 
needs to work within it. More or less all of these devices operate with a touch screen; 
which allows for the typical zoom-in and zoom-out gestures to be adopted for this task.15 

Figures 18 and 19 illustrate the process with an interface before central region expansion 

and one afterwards. 
 

                                                
15 It would also be feasible to achieve the same outcome with clicking (or tapping) – this situation the 

small central region is in an inactive state and a click wakes it up and expands it for user 
manipulation. 



Figure 18 – The central region is inactive and the user has ample space on the screen to 

interact with and navigate the visual representations in the surrounding area. 
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Figure 19 – The user zooms-in or activates the central region. 
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Matching and purchasing items of clothing 

 
Another interesting application the tool may be used for is an online interactive clothing 
store. In this application the central region can be converted into an image of a person or 

mannequin. The visual representations within the surrounding area will all be garments of 
clothing. The tool will continue to offer clothing suggestions that relate to the clothing 
already on the mannequin and these will change as the user drags new items onto the 
mannequin. The hierarchical extension may also be employed if users prefer to see single 
types of garment in the surrounding area at any given time (i.e. only business shirts or 
scarfs), or to drill down into more detailed customisations on a finished outfit, or to change 
all of the surrounding area visual representations to images of the central region 

mannequin with the additional garment. Figure 20 provides an example of how the 
interface may look. 
 
 
Defining customisable products 

 

The same type of think as the clothing example can be applied to customising involved 
products, such as furnishing a room, customising a car, customising a computer or home 
theatre. All the potential complications involved in these types of applications have been 
covered in other areas of this document. 
 
 
Ordering from an online restaurant menu 

 
This type of activity is akin to the grocery example; however the options available will be 
limited to the contents of a given restaurant’s menu.16 An interesting application that is 
also similar to the clothing application may be customising a pizza with toppings. 
 
 

Thesaurus, Phrases and Encyclopaedic Applications 

 
Although the tool is inherently visual in nature, it also has potential applications with all 
forms of writing. The most natural and simple explanation is as a thesaurus; however this 
could also be applied to phrases, quotes, blurbs and abstracts (for academic papers).17 
 
An interesting adaptation of the tool may be as a language translator. Say it’s an English-

>Japanese translator, each visual representation may be a common English phrase or 
question and it’s Japanese counterpart. Drilling down the hierarchy may allow the user to 
explore alternative translations (in the event that there is no clear counterpart). The tool 
may initially start with phrases and questions that are of a conversational nature and the 
user may take a journey through the tool to arrive at language that is of a more technical 
nature. It seems that an initial directory interface may be the most useful at directing the 
user to the type of language they are interested in and this necessarily implies the use of a 

high level(s) hierarchical element(s) to the application. 

 

                                                
16 There is a general restaurant delivery service in Sydney that allows you to order from restaurants 

in their network and then they will pick-up and deliver you your order. You may even order things 
from multiple restaurants. An application that allows the user to customize a meal (or several meals) 

from the collection of menus that this service offers may be useful and commercially viable. 
17 Note the additional conceptual complexity associated with academic paper abstracts – there is the 

potential for inferring higher level hierarchies (see the next section (A General Web Tool). 



Figure 20 – Using the tool to match and purchase clothing online. 
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A General Tool for Exploring Information on the Web 

 
By far the most powerful and difficult implementation of the tool is as a general browsing 
experience for the web at large. This tool at its basic level functions similarly to a vanilla 

example; such as the initial movies tool. Further higher (hierarchical) conceptual 
extensions may be implemented through additional analysis of the aggregate ratings 
information that emerges from extensive use of the tool. This section discusses the 
challenges faced by implementing and maintaining a website of this nature with a view to 
potential solutions. Additional theory associated with developing higher conceptual levels 
from the aggregate information is also considered. 
 

 
Iconic Visual Representations for Websites 
The first and possibly most important problem is the need to extract appropriate and iconic 
images to act as the visual representation for a given website.  There are two potential 
solutions to this issue that may also be integrated with one another18: 

  

1. Infer an iconic image when crawling a given website by; grading all of the images 
displayed on the website by how linked they are to component and outside 
webpages; and then choosing the one with the highest grade. 

2. Take a snapshot image of a given website and display it as the visual 
representation. 

3. The combination: an iconic image with a zoom function to examine the snapshot. 
 

 
Establishing Initial Ratings 
As with any version of the tool, there is a need to establish initial ratings. Along with the 
standard solutions of a randomness process combined with inheritance, we actually have 
the added advantage that each website enters the main data structure with a set of initial 
links (or ratings) to other potentially related websites. 

 

Filtering Content 
All of the previous application examples have been based on closed systems where all of 
the individual concepts are controlled in some manner. Moving the application towards 
general internet use opens it to all of the mess associated with a system that lacks central 
control. There are likely to be many actual and virtual duplicates and in some conceptual 
regions the problem of genericism may be rife. Adding to this, some concepts may quickly 

become irrelevant and new concepts will be constantly appearing within the main data 
structure (through crawling the web for new pages). None of these issues are inherently 
new ones, the issues are simply on a grander scale and more likely to be dynamic in their 
relative impact; as different concepts on the internet increase, change and fall into 
obscurity. 
 
As the nature of the web evolves we may find that all of the constant value variables 

involved in loading different concepts during the randomising process; and altering the 

ratings as users navigate to and interact with new concepts require some form of tuning. 
One way to do this is to pick some type of metric that can proxy as a measure for user 
satisfaction of what they derive from the interface. It may be a simple metric, such as 
‘likelihood of an interaction with a new concept in the surrounding area when a concept is 
initially presented to the interface.’ This would keep all of the constant variables involved 
in a state of flux whereby they are continually adapted in a direction that appears to 

improve the value of the metric. 
 
Presenting the initial concept 
Broadly, there are three avenues in which a user may select and present an initial concept 
to the interface before embarking on his / her journey using the tool. The first is to find an 
initial concept via a typical search engine; the second is as a plug-in on a web-browser 

that provides the user to take the current webpage they are looking at as the initial seed 
and the third is via broad directories and / or a selection of generic concepts. Each of these 
methods could be employed concurrently. 

                                                
18 Each solution involves using a customized web crawler to extract the required information from 

websites. 



 

What are the implications? 
The major side effect of a successfully implemented widely used version of this tool is that 
the main data structure starts to establish new conceptual links between web pages on the 

internet.19 Arguably, it starts to develop links that users find to be more meaningful than 
the static links that were originally fed into the tool. Additional applications can then be 
developed that feed off of the meaning inferred from the conceptual links. Furthermore, a 
typical search engine may be established that takes into account the ratings of conceptual 
links such that more meaningful results are returned from search terms. 
 
This is in the spirit of Google’s new adaptation – the knowledge web. Looking at one of the 

associated patents – US2010019883720, we can see that their methods for extracting 
meaning are highly dependent on keywords and semantics. The tool proposed in this 
document has the potential to uncover broader meaning, it is not restricted to semantics, 
different web pages (and the concepts within them) may be deemed relevant to one 
another for subjective reasons that exist in the aggregate consciousness of users.21 

Furthermore, the tool itself encourages users to make new connections and gives them the 

option to connect seemingly unrelated or loosely related concepts. This mirrors the 
creative process and people may find the tool useful for discovering and even creating new 
ideas. 
 
Also in the spirit of Google’s knowledge web, we may include the hierarchical extension in 
an web wide tool. It seems counterproductive to use hierarchies in relation to the static 
structure of the web (i.e. top level domain names versus sub directories etc) as we want to 

give aggregate users the chance to design the entire web via links that they find 
meaningful. However, the rich conceptual linking information that the tool aggregates may 
be used to decipher higher level concepts away from the limitations of individual pages. It 
may be possible to create another level of the web that sits on top of the underlying pages 
by combining the content that exists within them into ad hoc or dynamic web pages that 
represent a given higher level concept. 

 

It should also be noted that other websites with the purpose of bring new material to the 
attention of users (such as StumbleUpon or Reddit) are largely dependent on altruism. It is 
highly likely that people with the altruistic tendencies to like something or tag it or tell 
their friends tend to only do so about a certain subset of concepts available on the 
internet. The tool in this document does not suffer such a drawback. 
 

An Online News Application 
 
An extension to the general web tool may also include a news application where new 
concepts that have recently been crawled and added to the main data structure are given 
much higher weights in the randomising process than older material. 
 

                                                
19 In this incantation the tool has the effect of being a voting mechanism whereby the users (in 

aggregate) decide how they want the web to be linked from a conceptual point of view – it may be an 
indirect (and evolutionary) path towards the ‘Semantic Web.’ 
20 
http://www.google.com/patents?id=wwLTAAAAEBAJ&pg=PA1&dq=US+Patent+Application+20100198
837&hl=en&sa=X&ei=i4a1T6ywKMGImQW1zaT8Dw&ved=0CDUQ6AEwAA#v=onepage&q&f=false 
 
21 A recent example I came across – I was listening to This Must Be The Place by Talking Heads on 

youtube and Where Is My Mind by the Pixies appeared as one of the suggestions on the right hand 
side of the page. I didn’t immediately understand why the two songs should be related. Both songs 
appear on movie soundtracks (Wall Street and Fight Club, respectively), however it couldn’t just be 
this as more or less all of the other songs suggested were other Talking Heads songs and recordings 
(no other soundtrack songs). When I listened to Where is My Mind I understood. Although both songs 
sound very different, there is a hum (or more accurately a “whooo”) that David Byrne sings at the end 
of This Must Be the Place (go to 4:13 of http://www.youtube.com/watch?v=TTPqPZzH-LA) and it 
sounds very similar to a “whooo” that the Pixies sing in the background of Where is My Mind 
(http://www.youtube.com/watch?v=RCD14IrOcIs). This is definitely not a semantic similarity. It may 
not even be a conscious action on the part of users – each song may just remind them of the other 
even though they are vastly different. Moreover, the Pixies actually have another song “Dig for Fire” 
that Wikipedia claims was a tribute to Talking Heads – this did not appear in the youtube suggestions. 
The users indirectly voted which relationship was more meaningful. 

http://www.google.com/patents?id=wwLTAAAAEBAJ&pg=PA1&dq=US+Patent+Application+20100198837&hl=en&sa=X&ei=i4a1T6ywKMGImQW1zaT8Dw&ved=0CDUQ6AEwAA#v=onepage&q&f=false
http://www.google.com/patents?id=wwLTAAAAEBAJ&pg=PA1&dq=US+Patent+Application+20100198837&hl=en&sa=X&ei=i4a1T6ywKMGImQW1zaT8Dw&ved=0CDUQ6AEwAA#v=onepage&q&f=false
http://www.youtube.com/watch?v=TTPqPZzH-LA
http://www.youtube.com/watch?v=RCD14IrOcIs


Finding People Online – Facebook, LinkedIn etc. 

 
This type of application is reasonably self explanatory and could employ all of the vanilla 
characteristics associated with the tool plus various explicit and / or inferred hierarchical 

extensions; such as job titles or organisational memberships. 
 
 
An Additional Complication 
 
All the explanations and examples within the document have specified a version of the tool 
where if we have two concepts, say A and B, then the rating for A => B is equivalent to 

the rating for B => A (The implication restriction). A different version of the tool would 
allow these two ratings to vary from one another. This may in fact be a better way to 
represent how people decide on the relationship between things.22 However, there may 
also be an argument for restricting the two ratings as a way of showing user’s new content 
that they may not have originally thought to be meaningfully related. In any case, we may 

also put this decision back on the users through fixed variables that are allowed to evolve 

as tool attempts to optimise aggregate user outcomes. 
 
There are a few implications that would emerge from allowing the ratings to vary from one 
another. Firstly, the updating operations would be simplified as there would be no need to 
update the rating of a child b’s corresponding child a data structure. Secondly, there would 
be a richer tapestry of information to work with in identifying different types of duplicate 
and generic concepts within the randomising process.  

                                                
22 Looking at the youtube example in footnote 21, it is evident that youtube do not impose the 

implication restriction in their suggestion engine as Where is My Mind by The Pixies does not lead to 
the suggestion of This Must Be The Place by Talking Heads – interestingly, this fact may further 
indicate that the aggregate user decision to relate the two songs is an unconscious one.  


